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THE ROLES OF PHASIC AND TONIC DOPAMINE IN TIC LEARNING AND EXPRESSION 

SUPPLEMENTAL INFORMATION 

 

SUPPLEMENTAL METHODS 

Methods for the Simulations Used to Generate Figure 2 

To generate Figure 2, we used the model equations described in the Box in the article and the parameter 
values shown in Table S1. 

Table S1. Values of the parameters used for the simulations in Figure 2. The parameters were the G 
and N values for each action, 𝛽𝛽, and 𝛽𝛽𝑁𝑁 . In Panel D, the line corresponding to acute antipsychotic 
treatment (black) used the G and N values for the tic from Panel B, and the line corresponding to chronic 
antipsychotic treatment (red) used the G and N values for the tic from Panel C. 

 Panel A Panel B Panel C Panel D 

𝜷𝜷 3 3 3 3 

𝜷𝜷𝑵𝑵 1 4 4 1–10 

 𝒊𝒊𝒊𝒊𝒊𝒊 𝒊𝒊𝒊𝒊𝒕𝒕 𝒐𝒐𝒊𝒊𝒐𝒐 𝒊𝒊𝒊𝒊𝒊𝒊 𝒊𝒊𝒊𝒊𝒕𝒕 𝒐𝒐𝒊𝒊𝒐𝒐 𝒊𝒊𝒊𝒊𝒊𝒊 𝒊𝒊𝒊𝒊𝒕𝒕 𝒐𝒐𝒊𝒊𝒐𝒐 𝒊𝒊𝒊𝒊𝒊𝒊 𝒊𝒊𝒊𝒊𝒕𝒕 𝒐𝒐𝒊𝒊𝒐𝒐 

𝑮𝑮 1.50 3.00 0.50 1.50 3.00 0.50 1.50 2.25 0.50 1.50 3.00 2.25 0.50 

𝑵𝑵 0.25 1.50 0.25 0.25 1.50 0.25 0.25 2.25 0.25 0.25 1.50 2.25 0.25 

Line widths, in points (pt) in Microsoft PowerPoint 2016, were defined as the values of the corresponding 
variables, except for corticostriatal projections, whose widths were defined as 250% of the values of the 
corresponding variables to make differences between projections easier to see. To dimension the 
squares that represent the activation of Go and NoGo medium spiny neurons in the striatum, βG×G 
(green squares) and βN×N (red squares), respectively, the activation values were binned in intervals of 
0.75; the dimensions of the edges of the squares (𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑎𝑎𝑎𝑎𝑎𝑎), in centimeters, were then calculated as 
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑎𝑎𝑎𝑎𝑎𝑎 = 0.70 + 0.05 ∗ 𝑏𝑏𝑏𝑏𝑛𝑛𝑎𝑎𝑎𝑎𝑎𝑎, where the first 𝑏𝑏𝑏𝑏𝑛𝑛𝑎𝑎𝑎𝑎𝑎𝑎 was coded as 0. To dimension the squares that 
represent the probability of selecting each action in motor cortex, P(a|s) (brown squares), the 
probabilities were binned in intervals of 0.05; the dimensions of the edges of the squares (𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝), in 
centimeters, were then calculated as 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 = 0.45 + 0.05 ∗ 𝑏𝑏𝑏𝑏𝑛𝑛𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝, where the first 𝑏𝑏𝑏𝑏𝑛𝑛𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 was 
coded as 0. 
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SUPPLEMENTAL SIMULATIONS AND MODEL-BASED ANALYSES 
OF THE STUDY BY WORBE ET AL. (2011), 

“Reinforcement learning and Gilles de la Tourette syndrome,” Arch Gen Psychiatry 

Synopsis of the Study’s Main Findings 

In the study by Worbe et al. (2011) (1), unmedicated and medicated patients with Tourette syndrome 
(TS) and healthy controls (HCs) executed a probabilistic reinforcement-learning task that included 
rewards and neutral outcomes (but not losses) while undergoing functional magnetic resonance 
imaging (fMRI). Patients on D2-blocking antipsychotics (TSD2Ant; N = 9) were severely impaired on task 
performance relative to HCs (N = 50) and did not perform above chance level; unmedicated patients 
(TSUnmed; N = 28) also seemed slightly impaired on task performance relative to HCs, although this effect 
was not significant and they did show evidence of learning; patients on the D2 partial agonist 
aripiprazole (N = 10) performed like HCs and will not be discussed further. In separate analyses, Worbe 
et al. divided patients on the basis of their symptomatology instead of on the basis of their medication 
status. We will not discuss those analyses here, given that our focus is on the role of dopamine (DA) in 
TS and not on TS subtypes. 

In model-based analyses, Worbe et al. used a standard 3-parameter Q-learning model (2) with a 
learning rate (𝛼𝛼), temperature (𝜏𝜏), and primary reward value (𝑅𝑅; here, 𝑟𝑟). [For the temperature, Worbe 
et al. used 𝛽𝛽 rather than 𝜏𝜏; here, we use 𝜏𝜏, which is more standard in the literature for the temperature 
(3) and to avoid confusion with our use of 𝛽𝛽 to represent gain (see Box in the article).] They fit this model 
to the data in two ways: in one, which they called “psychometric,” they fit the 3-parameter model to the 
behavioral data; in the other, which they called “neurometric,” they used the fMRI data to estimate r 
individually for each participant, by contrasting activation in functionally defined regions of interest at 
outcome onset when reward was and was not shown, and then they fit the model to the behavioral data 
with r fixed to that value and only 𝛼𝛼 and 𝜏𝜏 as free parameters. Using the psychometric approach, they 
found that r was significantly smaller in the TSD2Ant group relative to HCs, and there were no significant 
differences in any of the other parameters. The results using the neurometric approach were similar: 
the fMRI-based estimate of r was also significantly smaller in the TSD2Ant group relative to HCs, and 
there were also no significant differences in any of the other parameters. The only difference between 
the two approaches is that in the psychometric but not in the neurometric approach, r appeared to be 
smaller in the TSUnmed group relative to HCs, although even in the psychometric approach that effect did 
not reach statistical significance. Qualitative inspection of the graphs showing the aggregate model fits 
to group data suggested that the quality of the fits was similar for the psychometric and neurometric 
approaches. 

Aims of the Simulations and Brief Synopsis of Their Results 

We had two main aims with our simulations. The first aim was to show that fitting models that have 
parameters that are closely interrelated mathematically—as is the case for 𝛼𝛼, 𝜏𝜏, and r—can produce 
unreliable results. We illustrate this problem by showing that the finding obtained by Worbe et al. of a 
statistically significant difference in r between the TSD2Ant and HC groups provides very weak evidence 
that the difference truly is in r rather than in one of the other parameters. Relatedly, we demonstrate 
that the model was overparameterized by showing that arbitrarily assigning random values to r and 
using only 𝛼𝛼 and 𝜏𝜏 as free parameters did not appreciably decrease the model’s goodness of fit. This 
demonstration also shows that the neurometric approach in this study was of limited utility. We discuss 
how these types of problem can be prevented, diagnosed, and overcome. The second aim was to 
address the findings of worse performance and smaller psychometric r values in the TSUnmed group 
relative to HCs. Although these findings did not reach significance, we found it important to address 
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them because (a) they are inconsistent with the other findings in the literature showing that unmedicated 
TS patients have enhanced, rather than decreased, reward-based learning (4, 5), and (b) if 
unmedicated TS patients did indeed have smaller r values, that would be the only evidence that we are 
aware of that would be inconsistent with our proposals in the article. We show that both the impaired 
performance and the finding of a smaller r in the TSUnmed group can arise from a deficit in learning from 
outcomes that are worse than expected (i.e., in learning from negative prediction errors); the fact that 
this deficit is erroneously captured in the model as a decrease in r can therefore be due to the 
inappropriateness of the model. The idea that these findings are due to impaired learning from negative 
prediction errors, rather than to a reduction in r, is consistent with other evidence showing that 
unmedicated TS patients are impaired at learning from negative outcomes (4).  

Task 

The task used by Worbe et al., for which we simulated data, consists of 3 runs of 96 trials each. In each 
run, there are 4 pairs of cues, each of which is shown for a total of 24 trials. On each trial, one pair of 
cues is shown, and the participant must select one of the cues from that pair. The selected cue may or 
not yield a reward of 0.50€. If the trial is not rewarded, the participant does not win or lose. All runs 
share the same probabilistic structure, with the reward probabilities for the 4 pairs fixed at 0.25/0.25, 
0.25/0.75, 0.75/0.25, and 0.75/0.75. Consequently, there are only correct answers for 2 out of the 4 
pairs (the 0.25/0.75 and 0.75/0.25 pairs); these are the pairs of cues for which participants need to 
optimize their performance to maximize the amount of reward obtained in the task. Although all runs 
share the same probabilistic structure, the cues change across runs. Therefore, in each run, the 
participants need to learn the corresponding contingencies and optimize their action selection according 
to their online estimates of the values of the cues.  

Unreliability of Parameter Estimates 

As noted above, our first aim was to show that using models with parameters that are closely interrelated 
mathematically can produce unreliable and misleading results (unless appropriate cautionary steps are 
taken, as discussed below). Specifically, we show that the finding in Worbe et al. that the TSD2Ant group 
had decreased r values relative to HCs, with no statistically significant differences in the other 
parameters, provides very weak evidence that the underlying difference truly was in r rather than in the 
one of the other parameters.  

To be able to assess whether the model-fitting and analysis procedures appropriately recover 
parameters and produce reliable results, we need to know the true parameters of the process that 
generated the data. Such information, of course, is not available for empirical data, so we generated 
artificial data in which we knew the underlying parameters. To do so, we used the same model that 
Worbe et al. used to fit participants’ behavior, thereby creating “simulated subjects.” We created two 
groups of simulated subjects, aimed at simulating the TSD2Ant and HC groups, that differed in one of the 
parameters but not the others. We then assessed whether the model-fitting and analysis procedures 
managed to identify correctly the parameter that truly was different between the groups. 

Generation of the simulated data 

In the simulations, we sought to mimic as closely as possible all of the experimental details of the study 
by Worbe et al. We used exactly the same task (described above), and we simulated the same number 
of subjects that participated in the study (50 HCs and 9 TSD2Ant). We ran three sets of simulations; in 
each set, there was a large difference in the mean value of one of the parameters between the HC and 
TSD2Ant groups (Cohen’s d = 2.0), and the other two parameters were equally distributed in the two 
groups. The parameter that differed across the groups was different in each of the three sets. To obtain 
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a representative sample of possible outcomes for the simulated equivalent of the experiment by Worbe 
et al., for each of the three sets, we ran 100 simulations: the equivalent of conducting the study by 
Worbe et al. 100 times (each of which with 50 HCs and 9 TSD2Ant). 

The parameters for each group were generated from truncated Gaussian distributions with bounds 
equal to those used for model fitting in the study by Worbe et al.: 0 ≤ 𝛼𝛼 ≤ 1; 0 ≤ 𝑟𝑟 ≤ 1.4; 0.001 ≤ 𝜏𝜏 ≤ 1. 
(Worbe et al. reported using 0 as the lower bound for 𝜏𝜏, but that would result in a division by 0; we 
therefore always used 0.001.) To use realistic values in the simulations, we made the mean of each 
parameter for the simulated HC group equal to the average of the values of the corresponding 
parameter across all participants in the study by Worbe et al. We made the standard deviations equal 
for both groups, setting the standard deviation for each parameter to one fifth of the mean of that 
parameter in the HC group. The mean parameters for the TSD2Ant group were fully determined by the 
aforementioned effect size and distribution parameters. The values used for the simulations are shown 
in Table S2. 

Analyses using the same procedures used by Worbe et al.  

We started by analyzing the simulated 
data using exactly the same model, 
model-fitting procedure, and statistical 
analyses used by Worbe et al. 
Specifically, for each subject, we fit the 
Q-learning model by finding the 3-
parameter combination that minimized 
the sum of squared errors (SSE) 
between the model predictions and 
the observed data using an exhaustive 
evaluation of all parameter 
combinations in a grid defined by 𝛼𝛼 =
0.1: 0.1: 1, 𝜏𝜏 = 0.1: 0.1: 1, and 𝑟𝑟 =
0.1: 0.1: 1.4 (inclusive of the indicated 
lower and upper bounds, for all 
parameters). As in the study of Worbe 
et al., for purposes of calculation of the 
SSE, the model predictions were 
considered to be the average across 
runs of the probabilities generated by 
the model for each of the 2 informative 
conditions, and the observed data was 
considered to be the average across 
runs of the curves obtained by filtering the raw data of each of the 2 informative conditions with a moving 
average with window size 5. The results of these simulations are shown in Figure 3 in the article. Briefly, 
these simulations show that, conditional on the finding of a statistically significant difference in r across 
the TSD2Ant and HC groups, the probability that r truly was different was only 0.55, so the probability that 
it was not different was 0.45. The finding of such a statistically significant difference in the study of 
Worbe et al. therefore provides only fairly weak evidence that there was indeed a difference between 
groups specifically in r. 

Analyses using maximum-likelihood estimation 

The model-fitting procedure used by Worbe et al. was heuristic and not mathematically well justified. 
Furthermore, it implied disregarding half of the data, as it only used the data for the 2 pairs with 

Table S2. Values of the parameters for the truncated Gaussians 
used in the simulations. 

 Means 

 Parameter that Differed Across Groups 

 𝜶𝜶 𝝉𝝉 𝒓𝒓 

 HC TSD2Ant HC TSD2Ant HC TSD2Ant 

𝝁𝝁𝜶𝜶 0.2305 0.1383 0.2305 0.2305 

𝝁𝝁𝝉𝝉 0.4970 0.4970 0.6958 0.4970 

𝝁𝝁𝒓𝒓 0.4912 0.4912 0.4912 0.2947 

 Standard Deviations 

𝝈𝝈𝜶𝜶 0.0461 

𝝈𝝈𝝉𝝉 0.0994 

𝝈𝝈𝒓𝒓 0.0982 
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differential probabilities (0.25/0.75 and 0.75/0.25). Finally, it did not permit true trial-by-trial fitting 
because it involved two layers of averaging: across the 5-trial moving-average window and the 3 runs. 
We therefore investigated whether the problems that we identified using the procedures that Worbe et 
al. used would be eliminated by using maximum-likelihood estimation, a standard, very commonly used 
model-fitting procedure that obviates the aforementioned limitations. Specifically, for each subject, we 
fit the trial-by-trial simulated data for all cue pairs, by using MATLAB’s fmincon function (6) to search 
for the parameter combination that gave the maximum likelihood for the data given the model 
predictions. The parameters were constrained to be within the same bounds used in the study by Worbe 
et al. (with the exception that the lower bound for 𝜏𝜏 was set at 0.001 rather than 0, as the latter would 
result in a division by 0): 0 ≤ 𝛼𝛼 ≤ 1; 0 ≤ 𝑟𝑟 ≤ 1.4; 0.001 ≤ 𝜏𝜏 ≤ 1. 

Using this approach 
failed to appreciably 
improve the reliability of 
the results (Figure S1). 
Indeed, conditional on 
the finding of a 
statistically significant 
difference in r across the 
TSD2Ant and HC groups, 
the probability that r truly 
was different was 0.57, 
so the probability that it 
was not different was 
0.43. These values are 
very close to those 
obtained using exactly 
the same procedures 
that Worbe et al. used 
(0.55 and 0.45, 
respectively). Although 
there are certainly more 
sophisticated model-
fitting procedures, such 
as Variational Bayes (7) 
or Hamiltonian Monte 
Carlo sampling (8), these 
findings suggest that the 
problem was not in the 
model-fitting procedures 
per se but rather in the inappropriateness of the task design to make the model parameters identifiable, 
as explored in more detail next (precisely using Hamiltonian Monte Carlo sampling).  

  

 
Figure S1. Results when using maximum-likelihood estimation to fit the 3-
parameter Q-learning model to the simulated data. The interpretation of the 
figure is the same as for Figure 3 in the article. H0: null hypothesis; HC: 
healthy controls; TSD2Ant: patients with Tourette syndrome on D2-blocking 
antipsychotics. 
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Model identifiability and correlations between parameters 

Problems with 
parameter 
identifiability typically 
result from excessive 
correlations between 
parameters (9), which 
are to be expected in 
this case given the 
close mathematical 
interrelation between 
the parameters and the 
fact that the task was 
not designed with the 
specific goal of 
ensuring parameter 
identifiability. To 
inspect such 
correlations, we fit the 
model for one of the 
simulations of 50 HCs 
using Hamiltonian 
Monte Carlo, as 
implemented in RStan 
(8). We used the 
default settings of 
RStan and assumed 
uniform prior 
distributions for all 
parameters between 
their aforementioned 
lower and upper 
bounds. As in the 
previous subsection, 
we fit the trial-by-trial 
data using all cue 
pairs. We assessed 
convergence using the 
potential scale 
reduction, 𝑅𝑅� (10). 
Although convergence 
cannot be proven by 
analyzing the value of 𝑅𝑅�, we verified that its value was lower than 1.1 for all parameters and log-
posterior, which is usually a good indicator of convergence for models of this complexity (10). To 
calculate 𝑅𝑅�, we used 4 chains, each of which with 2,000 iterations, including a burn-in period of 1,000 
iterations (10).  

Visual inspection of the samples obtained for a representative subject (using the last 250 iterations of 
each of the 4 chains used to fit the model) suggests that the parameters indeed correlate strongly 
(Figure S2). In particular, these plots suggest that 𝑟𝑟 correlates strongly with both 𝜏𝜏 (positive correlation) 

 
Figure S2. Covariances between, and variances of, the model parameters—learning 
rate (𝛼𝛼), temperature (τ), and primary reward value ( 𝑟𝑟)—for a representative subject. 
The scatterplots (off-diagonal) illustrate the covariance between parameters, and the 
histograms (diagonal) illustrate the variability in the estimates of each parameter. 
Samples of the 3-parameter vector were obtained using Hamiltonian Monte Carlo. 
Points in the scatterplots are color-coded as a function of the log-posterior using the 
color gradient shown on the right. For each parameter pair, the corresponding Pearson 
correlation coefficient (r, at the top of each scatterplot, not to be confused with the model 
parameter r, on the axis labels) and its significance are shown at the top of the 
corresponding scatterplot. 
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and 𝛼𝛼 (negative correlation), and that 𝜏𝜏 and 𝛼𝛼 may also correlate (positively), albeit more weakly. 
Analysis of the correlations for all 50 simulated subjects confirms the strong and highly significant 
correlations between 𝑟𝑟 and both 𝜏𝜏 (positive correlation) and 𝛼𝛼 (negative correlation), and also the 
weaker but nonetheless also highly significant correlation between 𝜏𝜏 and 𝛼𝛼 (Figure S3). The strong 
correlations between 𝑟𝑟 and both 𝜏𝜏 and 𝛼𝛼 likely explain why differences in the latter two parameters often 
were erroneously attributed to differences in r (Figure 3 in the article; Figure S1). 

Neurometric estimates of primary rewards 
and model overparameterization 

Worbe et al. used the fMRI data to 
estimate, using their neurometric 
approach, the primary reward parameter, r, 
for each subject. To do so, they first used 
the contrast between reward and no reward 
at outcome to find a set of functionally 
defined reward-related regions of interest 
(ROIs) at the group level, using all subjects. 
This procedure identified ROIs in the 
ventral striatum (VS), ventromedial 
prefrontal cortex (VMPFC), and posterior 
cingulate cortex (PCC). Then, for each 
individual subject, they used the average of 
the contrasts between reward and no 
reward in the three ROIs as an estimate of 
that subject’s reward parameter (after 
normalization to ensure that the mean 
reward was €0.50). A problem with this 
approach is that assuming that the contrast 
between reward and no reward at outcome 
reflects the representation of primary 
reward, r, is questionable; it could instead 
represent the difference in activation for 
positive versus negative (or neutral) 
prediction errors. Indeed, activation in the 
VS, most strongly (11, 12), but also in 
medial prefrontal cortex and posterior 
cingulate cortex (11) has been associated 
meta-analytically with the representation of prediction errors. Differences in prediction errors are 
typically captured in the learning rate, 𝛼𝛼, not in r, because 𝛼𝛼 directly multiplies the prediction error in the 
reinforcement learning equations (see Box in the article). Using the reward vs. no reward contrast to 
estimate r may therefore be incorrect. 

A possible counterargument to this line of reasoning is that Worbe et al. used their approach to estimate 
the neurometric reward parameter, r, individually for each subject, and then fit the model to each subject 
using the corresponding estimate of r and using as free parameters only 𝛼𝛼 and 𝜏𝜏—and, importantly, the 
quality of the fit obtained using this neurometric approach was comparable to that using the 
psychometric approach, in which r was also a free parameter. At first sight, these results seem to imply 
that the neurometric estimate of r might be accurately capturing the underlying r parameter. The problem 
with this counterargument, however, is that the model is overparameterized: because of the strong 
correlations between r and the other parameters (discussed above), if r is set to even a completely 

  
Figure S3. Correlations between recovered parameters in a 
simulation of 50 healthy controls fit using Hamiltonian Monte 
Carlo. Correlations were calculated using the iterations for 
the first chain obtained after the burn-in period of the 
sampling procedure. (A) Mean (± SEM) Pearson correlations 
(r, in the vertical axis, not to be confused with the primary 
reward parameter, r, in the horizontal axis) for each pair of 
parameters (indicated on the horizontal axes). (B) Stacked 
bar graph representing the percentage of subjects for whom 
the correlations between each pair of parameters met 
various significance thresholds: n.s.: not significant (p > 0.05) 
(white); *p < 0.05 (light gray); **p < 0.01 (darker gray); ***p < 
0.001 (darkest gray). The parameters were correlated for the 
vast majority of simulated subjects. 

A B 
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arbitrary value, the other two parameters are able to compensate, thereby ensuring that the fit remains 
good.  

To illustrate this point, we compared the fits of the original 3-parameter model with the fits of a 2-
parameter model in which only 𝛼𝛼 and 𝜏𝜏 were free parameters, and, for each subject, r was assigned an 
entirely arbitrary value by drawing it from a uniform distribution between its lower and upper bounds (0 
and 1.4, respectively). Importantly, both models were fit to the simulated data described above, which 
was generated by a 3-parameter model. Models were fit by maximum-likelihood estimation using 
MATLAB’s fmincon function (6). Given that fmincon does not always find the global optimum and that 
the 3-parameter model should necessarily have greater log-likelihood than the 2-parameter model, we 
only analyzed simulated subjects for whom the estimated maximum log-likelihood for the 3-parameter 
model was greater than that for the 2-parameter model (minus 10-6, the pre-defined tolerance of the 
cost used in fmincon). Very few subjects failed to meet this criterion, though: only an average of 0.3 
subjects per comparison (out of a total of 59 subjects). We compared the 3- and 2-parameter models 
using both the Bayesian Information Criterion (BIC) and the Akaike Information Criterion (AIC), as these 
tend to respectively overpenalize and underpenalize more complex models (i.e., models with more 
parameters) (13). We compared the models at the group level using random-effects Bayesian model 
comparison (14, 15), as implemented in the Variational Bayesian Analysis (VBA) toolbox (7).  

Using the BIC, the 2-parameter model was always unequivocally preferred (Figure S4A), which 
illustrates well the strong degree of overparameterization of the model: randomly setting r to a 
completely arbitrary value was even better, by this criterion, than allowing it to vary and fitting it to the 
data. Even the AIC, which tends to favor more complex models, tended to favor the 2-parameter model, 
although non-conclusively (Figure S4B). The AIC, unlike the BIC, does not take into account the number 
of trials, so in cases in which the number of trials is reasonably large, such as this one (96 trials × 3 
runs), it likely substantially underpenalizes more complex models. The fact that the AIC, under these 
circumstances, tended to favor the simpler model, even if only slightly, likely indicates that the simpler 
model truly was better.  

Taken together, these findings suggest that the model was so flexible that it could adapt to any value 
of 𝑟𝑟. Thus, the fact that using the neurometric estimate of r produced good model fits in the study of 
Worbe et al. provides little evidence that the neurometric approach indeed provided a good estimate of 
r. These results also provide further evidence that the use of 3 free parameters was poorly justified. 

Power 

Most researchers appreciate that small samples increase the probability of false-negative results. 
Importantly, however, small samples also decrease the probability that a significant finding reflects a 
true effect (16). The study by Worbe et al. only included 9 TSD2Ant patients. To investigate whether 
increasing power would substantially improve the reliability of the results, we ran the same simulations 
that we used to generate Figure 3 (in the article) and Figure S1 (above), but simulating 20 TSD2Ant 
patients instead of 9. We fit the data using maximum-likelihood estimation (as we did for Figure S1).  

The increased sample size had a very modest beneficial effect: it increased the percentage of correct 
rejections of the null hypotheses, but it increased the percentage of incorrect rejections by almost the 
same amount (Figure S5). The net effect was slightly beneficial, as the overall ratio of correct to incorrect 
rejections increased slightly, but that ratio remained lower than 1, so there were still more incorrect than 
correct rejections. These results show that, while increasing power can be beneficial, it cannot 
compensate for the problems inherent in having non-identifiable parameters. 
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Preventing, Diagnosing, and Overcoming Unreliability 

Using simulations 

One of the best approaches to try to prevent problems with parameter identifiability and the resulting 
lack of robustness in results is to use the same approach that we used above, but during study design: 
generating simulated data that closely mimics all aspects of the planned task, sample (particularly 
sample size and effect sizes), model(s), and data-analytic procedures, and determining if the 
conclusions that can be derived from applying those models and procedures to the simulated data are 
robust. Success in this step does not, of course, guarantee success in the subsequent empirical 
application of these models and procedures, as the simulations use well-defined generative models that 
are similar or equal to the models to be fitted, and in real-life, such models may be at best very 
incomplete, if not wrong, reflections of the true generative models in subjects’ heads. Success in this 
step therefore is not a sufficient condition for success in the subsequent application of the same 
methods empirically; arguably, however, it may be a necessary condition: if the methods fail even in the 

 
Figure S4. Results from the Bayesian model comparison between the model with 𝛼𝛼, 𝜏𝜏, and 𝑟𝑟 as free 
parameters (𝑀𝑀𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓) and the model with only 𝛼𝛼 and 𝜏𝜏 as free parameters and 𝑟𝑟 randomly drawn from a uniform 
distribution between 0 and 1.4 (𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝). The figures show the protected exceedance probabilities (PEPs) 
(14) in favor of 𝑀𝑀𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓 (red) versus 𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝 (green) for the first 10 simulations of each of the three simulation 
sets (where each set simulated differences in a different parameter, as described in the text). The thresholds 
for confident selection of 𝑀𝑀𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓 or 𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝—PEPs in favor of 𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝 under 0.05 or  over 0.95, respectively 
(12)—are shown by solid black lines. The value of the PEP for 𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝 expected by chance (0.50) is shown 
by a dashed black line. The mean value of the PEPs for the plotted simulations is shown by a dashed green 
line. (A) Comparison using the Bayesian Information Criterion (BIC) provided the strongest possible support 
for the selection of 𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝: the mean PEP in favor of 𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝 across simulations was 1. (B) Even when 
using the Akaike Information Criterion (AIC), which tends to favor more complex models, the mean PEP in 
favor of 𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝 across simulations (0.54) slightly favors the simpler 𝑀𝑀𝑝𝑝𝑎𝑎𝑟𝑟𝑟𝑟𝑝𝑝𝑟𝑟_𝑝𝑝 model (the green dashed 
line is above the black dashed line). 

 

 

A 
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idealized and highly 
controlled world of 
simulations, then they 
seem quite likely to fail 
even more in the 
“messier” empirical 
world.  

Assessing identifiability 

The problems identified 
above with the study of 
Worbe et al. stem 
primarily from the lack 
of identifiability of the 
model parameters. 
Fortunately, there is a 
well-developed body of 
work on identifiability 
analysis that includes 
techniques for both a 
priori analysis, which 
assesses structural 
model identifiability 
(independently of 
data), and a posteriori 
analysis, which 
assesses identifiability 
based on model fits (9, 
17, 18). These 
techniques can be used 
to help prevent and 
diagnose identifiability 
problems and to guide 
changes to the model structure, model-fitting approach, or experimental design that minimize those 
problems. 

Model selection 

Another crucial part of conducting model-based analyses (also not addressed in the study by Worbe et 
al.) is to compare different models, to select the best model or models, bearing in mind that the best 
model(s) may differ across groups (14, 15). In fact, the best model can even differ across participants 
within a group, as long as one makes the model a random (not fixed) effect (14, 15). The random-effects 
approach also has the advantage of being more robust to outliers (15). When no single model clearly 
is best, parameter estimates from multiple models can sometimes be combined using Bayesian model 
averaging (19); in those cases, parametric comparison between groups can be performed even when 
model selection is not conclusive. 

Formally correct model selection requires knowledge of model evidences; for standard reinforcement-
learning models, however, calculation of model evidences is not tractable (6), so approximations must 
be used. The most commonly used approximations are the AIC and BIC, primarily because of their 
simplicity, although they also have the (debatable) advantage of not requiring priors. The AIC and BIC 

 
Figure S5. Comparison of the percentages of correct and incorrect rejections of 
the null hypotheses (H0) when simulating 20 versus 9 patients with Tourette 
syndrome on D2-blocking antipsychotics (TS). In both cases, the number of 
healthy controls (HCs) simulated was 50. The interpretation of the figure is the 
same as for Figure 3 (in the article) and Figure S1. 
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are relatively poor approximations of the model evidence, and, not uncommonly, select different models 
because they typically favor complex and simple models, respectively. Given their opposite biases, they 
are most informative when both select the same model(s), as then the evidence for the selected 
model(s) is particularly compelling (13). Better estimates of model evidences can be obtained using 
free-energy estimation through Variational Bayes (7) or thermodynamic integration (20), so these 
methods generally are preferable.  

Impaired Performance in Unmedicated TS Patients Due to Impaired Learning from Negative 
Prediction Errors 

In the study of Worbe et al., the TSUnmed group had worse performance and smaller psychometric r 
values than the HC group did (although these findings did not reach statistical significance). As noted 
above, these findings are at odds with findings showing that unmedicated TS patients have enhanced, 
rather than decreased, reward-based learning (4, 5). We therefore hypothesized that the impaired 
performance and the smaller estimates of r in the TSUnmed group were in fact a consequence of impaired 
learning from negative prediction errors, consistent with the finding of impaired learning from negative 
outcomes in unmedicated TS patients (4), rather than to true reductions in r. The impairment in learning 
from negative outcomes would show up as a reduction in r, we hypothesized, because the model used 
by Worbe et al. did not dissociate learning from positive vs. negative prediction errors, a key distinction 
when dealing with DA-related disorders. 

To test this hypothesis, we simulated data for the same number of TSUnmed patients and HCs that 
participated in the study of Worbe et al. (N = 28 and N = 50, respectively), but using a model that, in 
addition to 𝜏𝜏 and 𝑟𝑟, included different positive (𝛼𝛼𝐺𝐺) and negative (𝛼𝛼𝑁𝑁) learning rates, to mimic differential 

learning from positive and negative prediction errors, 
respectively (21, 22). To simulate subjects in the HC 
group, we used the same parameters that we had used 
in the simulations above, making 𝛼𝛼𝐺𝐺 = 𝛼𝛼𝑁𝑁 and setting 
both to the value of 𝛼𝛼 used in the simulations above; to 
simulate subjects in the TSUnmed group, we used the same 
parameters as for the HC group but set 𝛼𝛼𝑁𝑁 = 0 to 
simulate the impaired learning from negative prediction 
errors (Table S3). As before, we performed 100 
simulations, and we fit the data using exactly the same 
(psychometric) approach used by Worbe et al. (i.e., using 
the model with 𝛼𝛼, 𝜏𝜏, and 𝑟𝑟 as free parameters and using 
the same model-fitting and data-analytic procedures 
used by Worbe et al.).  

As we had hypothesized, the simulated impaired learning 
from negative prediction errors caused impaired task 
performance (Figure S6A) and lower estimates of r 
(Figure S6B) in the TSUnmed group relative to HCs. These 
results provide an explanation for the findings regarding 
the TSUnmed group in the study of Worbe et al. that is more 
consistent with the existing evidence from other studies 
concerning reinforcement learning in TS. In addition, they 
highlight again the importance of considering and 
comparing multiple models (14, 15), especially ones that 
capture important biological distinctions, such as the 

Table S3. Values of the parameters for the 
truncated Gaussians used in the simulations 
of the model with different learning rates for 
positive (𝛼𝛼𝐺𝐺) and negative (𝛼𝛼𝑁𝑁) prediction 
errors. 

 HC TSD2Ant 

 Means 

𝝁𝝁𝝉𝝉 0.4970 

𝝁𝝁𝒓𝒓 0.4912 

𝝁𝝁𝜶𝜶𝑮𝑮 0.2305 

𝝁𝝁𝜶𝜶𝑵𝑵 0.2305 0 

 Standard Deviations 

𝝈𝝈𝝉𝝉 0.0994 

𝝈𝝈𝒓𝒓 0.0982 

𝝈𝝈𝜶𝜶𝑮𝑮 0.0461 

𝝈𝝈𝜶𝜶𝑵𝑵 0.0461 0 
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differential learning from positive and negative prediction errors (21, 23). Using inappropriate models 
will often lead to inappropriate conclusions. 

Conclusions 

Computational psychiatry is a powerful 
approach, but it demands sophisticated 
technical skills. Fitting models to data is the 
easy part; ensuring that those fits provide 
useful and reliable information is 
substantially more difficult, but it is 
indispensable. Otherwise, model fits can 
provide very misleading information. As 
illustrated above, such fits can, for example, 
point to differences in the wrong parameters 
because the parameters of a model were 
not identifiable or because the model used 
to analyze the data is a poor approximation 
to the generative model underlying subjects’ 
behavior.  

These difficulties need not, and should not, 
temper enthusiasm for the field, as there are 
techniques to address them. As the field 
continues to grow, however, it is important 
that such techniques become better 
systematized and especially better known 
and more widely adopted. This 
crystallization of knowledge about 
appropriate procedures and techniques, 
and its dissemination within the broad 
psychiatry, neuroscience, and psychology 
communities, has already occurred, for 
example, for statistics; hopefully, the 
continued development of computational 
psychiatry will prompt similar developments 
in topics related to modeling and model 
fitting.  

  

 
Figure S6. Simulations in which unmedicated patients with 
Tourette syndrome (TSUnmed) differed from healthy controls 
(HC) only by having impaired learning from negative 
prediction errors (𝜶𝜶𝑵𝑵 = 𝟎𝟎). We ran 100 simulations, each of 
which simulated 28 TSUnmed patients and 50 HCs, 
corresponding to the samples in the study by Worbe et al. 
(1). (A) Learning curves (mean ± SEM) for each group 
obtained by averaging the individual learning curves within 
groups across all simulations. The dark bands around the 
means correspond to the SEM taking into account all 
subjects across all simulations; given the very large number 
of subjects (28 × 100 TSUnmed and 50 × 100 HCs), these 
bands are so small that they are barely distinguishable from 
the mean curves. The lighter bands represent the mean 
SEM across simulations; they are therefore akin to the 
bands that one would expect when running a single 
experiment. (B) Estimates of the primary reward (r) for each 
group (mean ± SEM) obtained by using the model and 
model-fitting procedures in Worbe et al. The smaller error 
bars represent the SEM taking into account all subjects 
across all simulations for each group; the larger error bars 
represent the mean SEM across simulations. The 
qualitative pattern of results is strikingly similar to that 
obtained by Worbe et al. (We made no attempt to replicate 
the findings of Worbe et al. quantitatively.) 
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